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A B S T R A C T   

We study two state of the art deep generative networks, the Introspective Variational Autoencoder and the Style- 
Based Generative Adversarial Network, for the generation of new diffusion-weighted magnetic resonance images. 
We show that high quality, diverse and realistic-looking images, as evaluated by external neuroradiologists 
blinded to the whole study, can be synthesized using these deep generative models. We evaluate diverse metrics 
with respect to quality and diversity of the generated synthetic brain images. These findings show that generative 
models could qualify as a method for data augmentation in the medical field, where access to large image 
database is in many aspects restricted.   

1. Introduction 

Deep learning methods have the potential to relieve the radiologist 
from handling tedious, time-consuming tasks such as detecting and 
segmenting pathological lesions [1], but the training of neural networks 
in the context of medical imaging faces a major challenge: they require a 
large number of images to train, which is difficult to obtain because 
access to medical information is in many aspects restricted due to pa
tient privacy and other legal obstacles. Further, while a relatively large 
amount of medical images would be available in the hospital databases 
around the world, those images are unlabeled, and different institutions 
save medical images in a dispatched and inhomogeneous way, making it 
tedious to gather them in a larger database. 

In this context, a method to generate medical images from scratch 
might be of great interest. Generative modeling is a subfield of machine 
learning that has been impressively proficient in generating new, high- 
quality natural images such as photographs of faces [2], and was applied 
to tasks such as speech synthesis [3] and for magnetic resonance images 
reconstruction [4]. If generative models could be taught to produce 
realistic and diverse new medical images, they would have the appealing 
potential to significantly increase the number of images available for 
deep neural network training at almost no cost, and could therefore help 
to improve the accuracy of those networks [5–7]. 

The main idea behind generative models is that they learn a proba
bility distribution over images which captures the (implicit) probability 
distribution over the training data. One approach is to learn a lower 
dimensional representation (a so-called latent space) of the training data 
and enforce a simple probability distribution over this latent space. New 
data can then be generated by sampling from this lower dimensional 
representation. Following this approach, Variational Autoencoders 
[8–10] (VAEs) and Generative Adversarial Networks [11,12] (GANs) are 
two dominant approaches among the multiple types of generative 
models that have been proposed and extensively studied in recent years. 
The two approaches have their own strengths and weaknesses: VAEs are 
known to generate blurry images [9,13,14] while GANs are known to be 
able to generate sharper images, but might lack sample diversity [15] 
and ease of training. 

The purpose of this study is to investigate and compare the potential 
to generate realistic new magnetic resonance diffusion-weighted images 
(DWIs) with state of the art generative neural networks based on the 
GAN and VAE architectures: an Introspective VAE [16] and a Style-Based 
GAN [17]. In short (see the background theory section below for more 
details), the Introspective Variational Autoencoder [16] is a hybrid be
tween a VAE and a GAN and suggests to combine GANs’ high quality 
image generations and VAEs’ stable training properties. The Style-Based 
GAN [17] tries to alleviate the low diversity problem and to improve 
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control over the latent variables. In the present study, we evaluate the 
quality, variability and diversity of the newly generated DWIs of those 
two networks in a quantitative manner. To this end, we introduce four 
new metrics to evaluates sample diversity and image quality of the 
generated images, since existing metrics were developed for natural 
images. Finally, we assess if the generated images are realistic enough to 
fool two expert neuroradiologists from an external institution, fully 
blinded to the intentions of the study. 

2. Background theory 

The term “generative model” is being used in many different ways. In 
this paper, the term assumes that the data under consideration is 
sampled from an underlying probability distribution. This underlying 
probability distribution unknown, and the generative model tries to 
learn an estimate of it [8,18]. The various generative models differ in the 
way this distribution is found. To appreciate the complexity of this task, 
imagine that every voxel could either be white or black. The number of 
possibilities to generate MRI volumes of size 128 × 128 × 40 is 
incomprehensibly large: the number of configurations reaches an un
imaginable 2128×128×40 ≈ 10105. Trying to generate artificial samples 
without dimension reduction would easily exhaust even the most 
powerful computational resources. 

However, not all voxels are independent: their values depend on 
neighboring voxels, global features, and the local structure to which 
they belong. In order to capture these local and global correlations, we 
assume that the features contained in the data can be represented in a 
lower-dimensional latent space L ⊆ℝm and can be mapped to the data 
space, e.g. ℝn×n for 2D n × n black and white images, where m ≪ n2. The 
task of the generative model is now reduced to finding a suitable 
approximation of the probability distribution over this latent space, 
which is a considerably less complex task, and to which several ap
proaches exist. 

The generative models used in the work are based on Variational 
Autoencoders (VAEs) and Generative Adversarial Networks (GANs), 
which use different mathematical frameworks to find this representa
tion. VAEs use an explicit probability function inside a probabilistic 
graphical model and maximize a lower bound on the log likelihood of 
the data, while GANs use an implicit probability function which is found 
through an adversarial game between two separate networks. We first 
introduce VAEs and GANs, then the two derived networks used here. 

2.1. Variational autoencoders (VAEs) [8,10] 

First compress an input sample x ∈ ℝn into latent space via an 

encoder E : x ↦ z ∈ L , followed by a mapping back to the data space, e. 
g. the pixels of an image, via a decoder (or generator) network. The 
encoder is a parametric family of approximations to the conditional 
posterior of a latent vector given the data qθ(z|x) ≈ p(z|x). The decoder, 
on the other hand, is a parametric approximation of the likelihood of the 
data given a latent vector, pϕ(x|z) ≈ p(x|z). Assuming that the true 
distribution is contained in the parametric family for ϕ = ϕ*, we are 
interested in finding a distribution that best represents the data, or in 
other words, in finding ϕ* that maximizes the true marginalized pos
terior of the data 

p(x) ≈ pϕ* (x) =
∫

L

dz p(z) pϕ* (x|z), (1)  

where p(z) is a prior. In many cases this integral is computationally 
intractable. However, a tractable lower bound of pϕ(x) can be obtained 
by realizing that the first term in 

log(pϕ(x) ) = DKL[qθ(z|x)‖pϕ(z) ]+ L ≥ L (2)  

is strictly non-negative, where 

DKL[q(z)‖p(z) ] ≡
∫

dz q(z)log
(

q(z)
p(z)

)

(3)  

is the Kullback-Leibler divergence. The lower bound is, see [7], 

L = − DKL[qθ(z|x)‖p(z) ] +Ez∼qθ(z|x)[pϕ(x|z) ] (4) 

Maximizing L w.r.t. the autoencoder’s parameters θ, ϕ will result in 
an approximation of the true log-likelihood, cf. Eq. (2). In practice, the 
last term in Eq. (4) is often taken to be a reconstruction error, e.g. a pixel- 
wise L2 loss [9], and the first term ensures that the approximate poste
rior qθ(z|x) is close to some prior distribution, often chosen to be a 
symmetric Gaussian with mean 0 and unit covariance, p(z) = N (z;0, I). 

In practice, the encoder and decoder are represented by two inde
pendent neural networks, q and p, with parameters θ and ϕ, respectively. 
The encoder will map an input image to the latent space according to the 
approximate posterior, E(x;θ)~qθ(z|x), and therefore must represent 
some explicit probability distribution, e.g. a normal distribution with 
mean μ and covariance Σ, N (μ,Σ). The decoder will then be passed a 
latent vector that is sampled from this distribution via the reparamete
rization trick [8], z = μ + ε ⨀ Σ, with an auxiliary noise variable 
ε ∼ N (0, 1). This step is necessary in order for backpropagation to work 
properly, while still injecting some stochasticity into the generative part 
of the network [7]. Finally, the decoder maps this latent vector back to 
pixel space, x ′ = D(z;ϕ), as illustrated in Fig. 1a). The two networks are 
trained together to minimize the loss function: 

Fig. 1. a) Variational Autoencoder. Input images are encoded to a lower dimensional latent vector z ∼ N (μ,Σ). Minimization of Kullback-Leibler Divergence and 
MSE will push z ∼ N (μ,Σ) ≈ N (0, I) while still capturing enough information of the pixel space for an accurate reconstruction of the original image. After training, 
feeding a vector z ∼ N (0, I) to the decoder results in synthetic MRIs. b) Generative Adversarial Network. Discriminator is trained by classifying original and synthetic 
brains alternatingly. Generator optimized until able to create synthetic MRIs from unit gaussian distributed vectors that fool discriminator. 
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L VAE = DKL[qθ(z|x)‖p(z) ]+ ∣|x − x′|∣22. (5) 

Once training has converged, we can draw new latent vectors from 
the prior, z~p(z), and map them to pixel space using the decoder. The 
training objective (Eq. 5) ensures that the sampling will produce realistic 
artificial data by keeping the approximate posterior close to the prior 
during training. While this approach allows us to map certain features in 
the data into the latent space, e.g. by using cluster algorithms or con
ditioning on some input labels, it suffers from blurry image generation 
due to the stochastic nature of the sampling process, the pixel-wise 
reconstruction error [9,16], and the variational training objective (Eq. 
5) itself [13]. 

2.2. Generative adversarial networks (GANs) [11,12,18] 

In contrast to VAEs, do not require an explicit approximation of the 
probability density. A generator network is fed an input sample from a 
prior distribution in latent space, L ∋ z ∼ p(z), and maps these latent 
vectors to the data space, G : L →ℝn (see also Fig. 1b). An accompanying 
discriminator network is required during training. The discriminator 
network is a classifier that is trained to differentiate real data samples x 
from samples generated by the generator, x′ = G(z;θG), where θG 
represent the parameters of the generator. Typically, the discriminator 
represents the probability of an image being generated by G, in which 
case we have D: ℝn → [0,1]. Both networks compete against each other 
and are therefore trained jointly. The optimal parameters for both 
network are found in adversarial min-max game [11] 

θG,θD =argmin
G

argmax
D

Ex∼pdata(x)[logD(x;θD)]+Ez∼p(z)[log(1− D(G(z;θG);θD))],

(6)  

where θD represent the parameters of the discriminator. By training the 
discriminator to better distinguish real samples from generated samples, 
and the generator to produce ever more realistic samples, GANs learn to 
sample from the true probability distribution of the data without 
knowing its explicit form [18]. Thus, GANs may in principle represent 
the true data distribution, since they do not require a (variational) lower 
bound as opposed to VAEs. However, they are prone to mode collapse if 
the true distribution is multi-modal [15] and known for unstable 
training dynamics [19,20]. In spite of all these shortcomings, GANs are 
generally recognized to produce images that are more realistic than 
VAEs, and a number of methods have been developed that help stabilize 
training, increase variability, and better capture all modes present in the 
data. 

2.3. Introspective Variational Autoencoder (introVAE) 

The introVAE [16] adds a GAN-like discriminator to the architecture 
of the standard VAE: the encoder is both a mapping from training data to 
latent space, and simultaneously acts as discriminator (Fig. 2a). Intui
tively, if the generator is capable of generating images that can be 
encoded to latent vectors following the same latent space distribution as 
the encodings of original images, it will have learnt the underlying data 
distribution well. Thus, when the encoder receives an original image x, it 
is trained to produce an encoding that follows a standard gaussian as in 
the original VAE framework by minimizing their KL-divergence. In the 
case of receiving a synthetic image x′ = G(z), it is conversely trained to 
find a latent representation that maximizes the KL-divergence. This 
translates into minimizing, simultaneously for real images x and fake 
images x′ = G(z), 

L E(x, z) = L KL(E(x) )+ [m − L KL(E( x
′

) ]
+
+L (x,G(E(x) ) ) (7) 

for the encoder training. Here, L KL is the KL-divergence between the 
distribution of latent variables and the prior, e.g. p(z) = N (0, 1); 
L rec(x, y→) is the mean squared error between two images x and y→, [⋅]+

= max (0, ⋅) and m is a hyperparameter determined during training. 
Conversely, the generator must learn to generate synthetic images from 
encoded images and randomly sampled latent vectors simultaneously: 

L G(z) = L KL(E(G(z) )+L rec(x,G(E(x) ) ). (8)  

2.4. Style-based generative adversarial network (styleGAN) 

The styleGAN [17] is a variation of GANs with a modified generator 
input: the generator takes a constant input, and passes it through several 
residual blocks [21], which receive latent vector inputs through so- 
called adaptive instance normalization (AdaIN) layers [17], 

AdaIN(xi, y) = ys,i
xi − μ(xi)

σ(xi)
+ yb,i, (9)  

where xi is the input, μ(xi) and σ(xi) are mean and standard deviation 
calculated from xi, and y = (ys, i,yb, i) is the learnt style input. Hence, 
instead of mapping a latent vector to pixel space directly, a latent vector 
is first sampled by transforming a constant input, which is fed to the 
generator together with noise and a style vector at different levels 
(Fig. 2b). Instead of the training objective in Eq. 5, the styleGAN is 
trained to minimize the so-called Wasserstein distance [22], 

L D = Ex∼pdata(x)[D(x; θD) ] − Ez∼pz(z)[D(G(z; θG) ; θD) ], (10) 

Fig. 2. a) Introspective Variational Autoencoder. Encoder network is trained to reduce dimensionality of input images and act as a discriminator for synthetic MRI 
brains. Contrary to a typical GAN, the encoder does output a real/fake label, but evaluates this based on the similarity (in terms of Kullback-Leibler Divergence) 
between the probability distribution the encodings follow and a standard unit gaussian distribution. b) Style-Base Generative Adversarial Model. Input to the 
generator is no longer only gaussian noise, but a constant, a style vector w resulting from transforming gaussian noise through a learned mapping function, and noise 
inserted at different layers. 
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L G = Ez∼pz(z)[D(G(z; θG) ; θD) ] (11) 

Ref. [17] showed that, once the discriminator has been trained to 
optimality, the generator objective in Eq. 5 is equivalent to minimizing 
the Jensen-Shannon divergence between the model and the data dis
tribution. However, it has been argued that the Wasserstein distance 
[which amounts to the above training objectives (11,12)] is a more 
suitable measure of similarity, should prevent mode collapse and sta
bilize the training [22]. 

3. Method 

3.1. Database and image normalization 

Institutional Review Board approval was obtained. A database of 
2029 cases with normal brain (mean patient age 38 ± 24 y, 1088 fe
males, 939 males), as defined by a report with normal finding, were 
downloaded using an in-house PACS crawler [23]. Images were co- 
registered with an affine transformation to the standard MNI space 
rotated in the anterior commissure – posterior, and resampled to a 
standard resolution of 128 × 128 × 40 voxels, using ANTS [24]. The 6 
top and 8 bottom slices were discarded, resulting in 52,754 brain im
ages. Signal intensity values were clipped at the 95th percentile and 
normalized by dividing by the remaining maximum pixel intensity 
value. 

3.2. Network architectures and training details 

Both networks were developed in Keras and trained on a NVIDIA 
GTX 1080 GPU Card for 48 h. The code. 

can be found here. [25] 

3.2.1. Introspective Variational autoencoder 
The detailed guidelines presented in the original paper were fol

lowed to implement the architecture of the Introspective Variational 
Autoencoder. As explained there [16], encoder and generator were 
similar to the corresponding networks in the PGGAN [26] (Progressive 
Growing of GANs), but with the additional use of residual blocks [21], 

where the output of each layer serves as input to the layer below and the 
one 2–3 depths further. For our dataset image’s dimension of 128 × 128, 
the hyperparameter m was set to 110 and the latent dimension to 256, 
L KL(⋅) terms in the loss functions (8,9) were scaled by the constant 
value of 0.25 and L rec(⋅, ⋅) terms by 0.5. Training was performed with a 
batch size of 8, the Adam optimization method and a constant learning 
rate of 0.0002. 

3.2.2. Style-based GAN 
We slightly modified the Style-Based GAN from the original paper 

[17] as follows: The mapping function was represented by 2 fully con
nected layers, with both input and output activation dimensions being 
512. Progressive growing and mixing regularization were discarded for 
simplicity. Encoder and decoder were adopted from the implementation 
of Progressive GANs [26]. The network was performed with the Adam 
optimizer using a constant learning rate of 0.0001. All layer’s weights 
were initialized with the He Normal Initializer. 

3.3. Quantitative evaluation metrics 

3.3.1. Quantitative evaluation of the image reconstruction for the VAE 
networks 

In the case of the VAE networks, for which image reconstruction is 
possible, the quality of the image reconstruction was evaluated on a set 
of 1000 images, using the pixel-by-pixel-wise mean squared error. 
Additionally, the sharpness of the reconstructed image was compared to 
the original image using the Laplace Variance Score (defined below). 

3.3.2. Quantitative evaluation of the image generation 
The following four metrics were evaluated on a set of 1000 generated 

images produced by each of the networks. In order to have a reference 
value, they were computed on the original dataset as well. 

• Dataset Similarity (DS): is the average pixel-wise squared error be
tween the generated images and the original images, with a smaller 
value indicating larger similarity. 

DS =
1

#Samples
∑

Xsample

∑

Xoriginal

1
128 × 128

⃦
⃦Xsample − Xoriginal

⃦
⃦2

2 (12)    

• Intra-Sample Diversity (ISD): is the average pixel-wise squared error 
between each generated image and all remaining generated images. 
The greater this quantity, the higher the diversity of the generated 
set. 

ISD =
1

#Samples
∑

Xsample,i

∑
X Sample,j

i∕=j

1
128 × 128

⃦
⃦Xsample,i − XSample,j

⃦
⃦2

2 (13)    

• Minimum Intra-Sample Diversity (Minimum ISD): is the average pixel- 
wise squared error between each generated image and its nearest 
neighbor, where the nearest neighbor is defined as the sample closest 
to it in terms of the squared L2 norm. This metric allows to quantify 
how similar a pair of most similar samples is on average.    

The smaller this value, the more similar two neighboring samples 
are, indicating higher redundancy in the pool of generated samples.  

• Laplace Variance Sharpness Score: The sharpness of the generated 
images was evaluated using the Laplace Variance Score, where the 
Laplacian filter, a well-known edge detector, is applied to the image 
and the variance of the result is computed. A well-focused, sharp 
image has a high Laplace Variance, a blurry image a low Laplace 
Variance. 

For the evaluation of all metrics, the images were used in their 
normalized, uncropped form, i.e. the pixel intensity values were con
strained to the interval [0,1]. 

3.4. Subjective assessment 

A dataset of 250 images was prepared for subjective evaluation by 

Minimum ISD =
1

#Samples
∑

Xsample

1
128 × 128

⃦
⃦Xsample − n

(
Xsample

) ⃦
⃦2

2,with n(X) = min
j∈Samples{X}

⃦
⃦X − Xj

⃦
⃦2

2 (13)   
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neuroradiologists: 50 real images chosen randomly from the original 
dataset and 50 random images generated by each of the networks were 
mixed together and passed to two experienced neuroradiologists 
(__BLINDED FOR REVIEW__, 7 years of experience, and (__BLINDED FOR 
REVIEW__, 7 years of experience) from an external institutions, fully 
blinded to the whole study. The neuroradiologists were told that all 
images should be considered as normal, but were not further pretrained 
in any way. They classified each image of this dataset as real or fake. 
Inter-rater reliability was assessed using a Cohen’s kappa coefficient 
[27]. 

4. Results 

4.1. Image reconstruction for the introVAE network 

The introVAE networks learned to sharply reconstruct images with 
Fig. 3. Original diffusion-weighted imaged and its corresponding reconstructed 
image by the introVAE. 

Fig. 4. Examples of (a) original and synthetic brain images generated by (b) introVAE and (c) style-based GAN, at three different levels in the brain. As can be seen in 
those examples, the generated images by the introVAE and the style-based GAN are of high quality. The general structure of brain, such as the gyri, sulci, ventricles, 
and the gray-white matter contrast,is very realistic. Anatomical structures such as the nucleus caudatus (small arrow), the thalamus (middle size arrow) and the 
capsula interna (long arrow) are sharply deliminated. Even complex anatomical relationships, such as the insula and opercula (dotted circles) are realisti
cally depicted. 
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correct shapes and anatomical relationships, such the shape of the brain, 
the midline symmetry, the position and shape of the ventricles, and 
gray-white matter differentiation can be observed (Fig. 3). The pixel-by- 
pixel mean squared error of the IntroVAE was (0.008 ± 0.03). The 
Laplace Variance Sharpness Score of the introVAE (1222 ± 490) 
remained slightly below the score of the original dataset (1495 ± 659). 

4.2. Image generation 

Both networks generated synthetic images with correct shapes and 
anatomical relationships. Images generated by the introVAE and the 
modified style-based GAN were of high quality (Fig. 4), with a Laplace 
Variance Sharpness Score as well as an ISD similar to the original images 
(Table 1), but the sets of generated images were similar images with a 
low Minimum ISD value (Table 1, Fig. 4).  

4.3. Synthetic image generation: subjective evaluation 

The two blinded neuroradiologists classified the vast majority of the 
original images as real (([reader 1/ reader 2] 94% / 100%), as well as 
the vast majority of images generated by the introVAE and the style- 
based GAN like real original images (84% / 100% and 92% / 98%, 
respectively; Table 2). Some examples of classifications performed by 
the neuroradiologists are shown in Fig. 5.Theinter-reader agreement 
was high (Cohen’s kappa coefficient 0.84). 

5. Discussion 

This study demonstrates that realistic synthetic diffusion-weighted 
images can be produced by an introVAE and a style-based GAN 
trained on a dataset of 50,000 2D images arising from 2029 patients. The 
generated samples of these two models showed a data similarity close to 
the real image dataset, as well as a high data diversity, but the low 
Minimum ISD suggests that both networks generated groups of nearly 
identical images, suggesting mode collapse similar to what is observed 
for GAN-based models in natural images [15]. 

VAEs are designed to approximate the likelihood explicitly and GANs 
are designed to generate realistic images, thereby sampling from the 
true data probability distribution without knowing its explicit from 
[18]. GANs produce sharper images, but are known to be more difficult 
to train [18,28,29] and to get stuck in modes even if the data is multi- 
modal, which refers to the fact that the generator only produces one 
or a small subset of different outcomes or modes [15]; a fact that is also 
observed in this study. Nonetheless, the high-quality MR images pro
duced by the underlying generative models suggest that networks could 
augment medical image datasets of insufficient size with realistic sam
ples. Recent work could demonstrate that data augmentation using 
synthetic images could significantly improve the detection performance 
of stroke lesions of a standard 3D Unet [30]. Frid-Adar et al. [31] 
showed that the performance of convolutional neural networks could be 
improved using GAN synthetic data augmentation compared to classic 
data augmentation for the classification of liver lesions in computer 
tomography images. Sandfort et al. [5] indeed showed the positive 
impact of data augmented with cycle GANs in improving 

Table 1 
Dataset Similarity, Intra-Sample Diversity, Minimum Intra-Sample Diversity and 
Laplace Variance Sharpness Score (mean ± standard deviation) evaluated on 
original images and samples generated by the four analyzed generative models. 
The Vanilla and DFC variational autoencoders generated samples that were 
quite similar to each other and of low quality. The introVAE and the modified 
style-based GAN were able to circumvent this problem, yet they generate sets of 
similar samples with low Minimum ISD value.   

Data 
Similarity 

ISD Minimum 
ISD 

Laplace Sharpness 
Variance Score 

Original 0.0494 0.0449 0.0063 1495 ± 659 
introVAE 0.0478 0.0432 0.0009 1514 ± 560 
Style-Based 

GAN 
0.0487 0.0419 0.0008 1650 ± 715  

Fig. 5. Examples of correctly and incorrectly classified images by at least one of the experienced neuroradiologists. Upper row shows DWIs classified as real and 
lower row as fake. In some synthetic images some local signal inhomogeneities could be observed (arrow). 

Table 2 
Percentage of synthetic MR brain images generated by the networks classified as 
real by the expert neuroradiologists. First entry corresponds to the first neuro
radiologist, the second entry corresponds to the second expert. The introVAE 
and the modified style-based GAN generated images able to fool expert neuro
radiologists to a high degree.   

Original Dataset introVAE Style-Base GAN 

True Positives 94% / 100% 0% / 0% 0% / 0% 
False Positives 0% / 0% 84% / 100% 92% / 98% 
True Negatives 0% / 0% 16% / 0% 8% / 2% 
False Negatives 6% / 0% 0% / 0% 0% / 0%  
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generalizability in CT segmentation tasks. 
Our findings are in good agreement with previously published work. 

Kazuhiro et al. found that GANs can produce T1-weighted magnetic 
resonance brain images from healthy individuals and from patients with 
cerebrovascular similar enough to acquired MR images so as to be 
indistinguishable in some cases [32]. Bermudez et al. produced syn
thetic 2D T1-weighted brain magnetic resonance images with a GANs 
that were indistinguishable by two imaging experts providing an image 
quality score of 1–5 in a blinded manner, and with a quality score of the 
synthetic image that showed substantial overlap with that of the real 
images [33]. 

There are several limitations to this study. One, this was a single 
center study and no data from other institutions or sources was used. 
Measuring quantitatively and objectively the quality and diversity of 
samples generated by generative models is a well-known challenge [18]. 
For natural images, the Inception Score [29] and the Fréchet Inception 
Distance [34] have been extensively used. However, these metrics were 
developed for natural images, and their validity for medical images is 
still under debate [35,36]. Further, these metrics would require a 
labelled database, unavailable in our study, and it is not even clear what 
labels could be used in the cases of normal brain images, which don’t 
have clear characteristic differences. Here we have introduced four 
indicative quantitative metrics to assess the sharpness, diversity be
tween the samples, and dataset similarity for the evaluation of generated 
medical images, and we used blinded expert opinion, which most likely 
remains the best current metric [35] and has been the standard metric 
used in related work [31,33]. Perceptual quality scores and semantic 
scores could also have been used. [37] 

In conclusion, we showed that realistic-looking diffusion-weighted 
magnetic resonance images can be synthesized using a Style-Based GAN 
or an introspective VAE, with comparable data similarity and sharpness 
to the original real dataset; however, both yield a reduced minimum 
intra-sample diversity. 
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